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Abstract
1.	 The	routine	collection	of	long-time	acoustic	recordings	of	animals	in	the	field	pre-
sents	new	challenges	in	data	analysis.	While	many	terabytes	of	data	are	collected	
annually,	effective	use	of	this	noisy,	highly	variable	data	require	skilled	humans	to	
manually	identify	calls.	While	computer	programs	to	automatically	analyse	these	
recordings	are	becoming	available,	it	is	important	that	they	are	user-friendly	and	
easy-to-use,	so	that	everybody	–	citizen	scientists,	wildlife	managers,	 research-
ers	–	can	take	advantage	of	them,	and	that	they	keep	the	human	in	the	loop	so	
analyses	carried	out	this	year	are	comparable	both	to	manual	call	counts	from	the	
past,	and	more	accurate	automated	analyses	performed	in	the	future.

2.	 We	present	the	AviANZ	program,	which	is	designed	to	achieve	these	goals:	the	soft-
ware	includes	methods	for	simple,	rapid	manual	annotation	of	recordings,	denoising	and	
segmentation	methods,	and	a	training	procedure	by	which	the	user	can	prepare	their	
own	filters	to	automatically	recognize	individual	species.	The	software	can	run	in	batch	
mode,	automatically	processing	folders	of	field	recordings,	and	then	present	the	outputs	
to	enable	the	quick	and	easy	review	of	the	results.	Finally,	the	outputs	are	presented	in	a	
variety	of	spreadsheets	to	enable	different	statistical	analyses	to	be	performed.

3.	 We	describe	the	various	workflows	of	manually	and	semi-automatically	process-
ing	sound	files,	annotating	 them	to	train	automatic	 filters,	using	 those	filters	 in	
batch	mode,	and	how	the	software	facilitates	rapid	evaluation	of	the	automated	
analysis.	A	demonstration	of	the	software,	comparing	manual	and	automatic	de-
tection	of	calls	of	the	little	spotted	kiwi	Apteryx owenii	is	given.	It	shows	that	while	
the	automatic	detection	does	produce	false	positives,	human	correction	of	these	
is	far	faster	than	manual	review	of	the	whole	sound	file.

4. AviANZ	 is	 a	 freely	 available	 open-source	 standalone	 program.	 Our	 experience	
shows	that	it	can	be	used	by	anybody	quickly	and	easily.	However,	for	experienced	
users	 it	 is	 easily	 customizable	and	extendable.	By	enabling	everybody	 involved	
with	acoustic	bird	recording	to	quickly	and	easily	analyse	their	own	data,	while	
future-proofing	it	by	keeping	the	human	in	the	loop,	we	are	enabling	acoustic	field	
recordings	to	meet	their	potential.
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1  | INTRODUC TION

Wildlife	management	of	endangered	species	requires	accurate	data,	
in	order	to	evaluate	the	efficacy	and	cost-effectiveness	of	interven-
tions,	and	to	identify	when	such	interventions	are	needed.	For	birds,	
which	 are	 frequently	 hard	 to	 see,	 and	 potentially	 shy	 of	 humans,	
call	 counts	have	been	 the	 traditional	method	by	which	population	
sizes	are	estimated	(Gregory,	Gibbon,	&	Donald,	2004;	Rosenstock,	
Anderson,	Giesen,	Leukering,	&	Carter,	2002).	The	relatively	recent	
development	 of	 reliable	 automatic	 acoustic	 recorders	 has	 lead	 to	
a	 huge	 amount	 of	 data	 being	 collected.	Unfortunately,	 the	 subse-
quent	discovery	that	these	data	are	noisy,	that	many	of	the	bird	calls	
are	far	away	from	the	microphone,	and	that	the	recordings	still	re-
quire	tedious	and	error-prone	manual	analysis	means	that	much	of	
these	 data	 are	 neglected,	 and	 the	 information	 it	 could	 potentially	
provide	 is	 not	 utilized	 (Farina,	 2014;	Hingston,	Wardlaw,	 Baker,	&	
Jordan,	2018;	Mortimer	&	Greene,	2017;	Shonfield	&	Bayne,	2017).	
Similar	statements	can	also	be	made	about	other	animal	taxa,	such	
as	frogs	(Measey,	Stevenson,	Scott,	Altwegg,	&	Borchers,	2017),	bats	
(Andreassen,	Surlykke,	&	Hallam,	2014),	whales	 (Abbot,	Premus,	&	
Abbot,	2010)	and	many	more.

Although	 mathematicians,	 computer	 scientists	 and	 engineers	
have	started	to	work	on	methods	for	the	analysis	of	these	data,	 it	
has	proven	to	be	a	challenging	topic,	particularly	once	the	need	for	
high	levels	of	accuracy	in	identification	is	considered	(Priyadarshani,	
Marsland,	 &	 Castro,	 2018).	 In	 this	 paper,	 we	 describe	 our	 open-
source	software	that	aims	to	facilitate	this.	The	software	is	part	of	
a	 research	project	 that	aims	at	enabling	all	 those	 interested	 in	the	
management	of	wildlife	(particular	avian	species	in	the	first	instance)	
to	gain	reliable	information	from	acoustic	field	recordings.	The	soft-
ware,	which	we	call	AviANZ	(with	the	ending	being	to	emphasize	its	
New	Zealand	roots,	although	it	is	not	specific	to	New	Zealand,	nor	
to	birds,	although	they	have	been	our	primary	focus	to	date),	is	de-
signed	 to	be	 as	user-friendly	 as	possible.	We	have	 considered	 the	
main	tasks	that	people	want	to	achieve	with	acoustic	recordings,	and	
to	facilitate	precisely	those	tasks,	namely:

•	 Manually	annotate	bird	calls	from	spectrograms	and/or	amplitude	
plots.

•	 Automatically	detect	bird	calls	and	other	noises.
•	 Easily	train	specialized	filters	to	recognize	the	calls	of	particular	
species.

•	 Work	in	batch	mode	to	run	specialized	filters	over	folders	full	of	
field	recordings.

•	 Quickly	and	easily	review	the	results	of	the	recognition	process	
(whether	human	or	automatic).

•	 Produce	output	in	forms	that	can	be	quickly	interpreted	in	statis-
tical	software.

We	have	particularly	focused	on	the	future-proofing	of	our	method,	by	
which	we	mean	that	the	outputs	produced	by	the	automatic	process-
ing	(or	by	another	human)	can	be	quickly	reviewed	and	corrected.	Our	
aim	was	to	ensure	that	the	accuracy	of	any	analyses	that	have	been	

performed	in	the	past,	which	would	be	purely	manual,	are	comparable	
with	those	of	the	current	time,	by	keeping	the	human	in	the	loop	–	al-
beit	it	with	a	reduced	role	–	and	also	with	the	analyses	of	the	future,	
when	the	requirements	for	human	involvement	will	be	even	further	di-
minished.	To	demonstrate	this	ethos,	we	provide	walk-throughs	of	the	
various	modes	of	interaction	with	our	software,	and	results	of	using	it	
on	a	real	dataset.

The	 software	 runs	 under	Windows,	 Linux	 and	MacOS,	 and	 is	
available	 at	 http://avianz.net,	with	Python	 source	 code	 at	 https	://
github.com/smars	land/AviaNZ.	There	 is	a	pre-compiled	executable	
for	Windows	on	the	website.	AviANZ	is	based	on	PyQtGrAPh	(http://
www.pyqtg	raph.org/),	a	PyQt-based	package	for	scientific	graphics.

While	there	is	both	free	and	commercial	software	available	for	
bioacoustics	(see	for	example	the	Wikipedia	list	at	https	://en.wikip	
edia.org/wiki/List_of_Bioac	ousti	cs_Software),	 we	 do	 not	 know	 of	
others	that	focus	on	long-time	field	recordings,	facilitate	human	re-
view	and	allow	new	filters	for	taxa	of	interest	to	the	user	to	be	de-
veloped	within	the	software.

2  | MANUAL ANNOTATION

2.1 | Spectrogram

At	the	heart	of	the	manual	annotation	is	the	standard	presentation	
of	a	spectrogram	(Figure	1).	A	spectrogram	is	a	2D	representation	of	
a	short-time	Fourier	transform	of	the	audio	signal.	Intensity	of	each	
pixel	corresponds	to	the	power	(in	decibels)	of	sound	in	a	particular	
time	and	frequency	bin.

We	provide	tools	to	modify	the	appearance	of	the	spectrogram	
through	changes	in	the	bin	size	and	window	applied.	These,	and	vari-
ous	cosmetic	changes	such	as	colour	scales,	brightness	and	contrast,	
can	be	 set	by	 the	user.	The	 spectrogram	also	 reflects	 any	denois-
ing	methods	such	as	bandpass	 filtering,	multitapering	of	 the	spec-
trogram	 (Thomson,	 1982)	 and	 wavelet	 processing	 (Priyadarshani,	
Marsland,	Castro,	&	Punchihewa,	2016).	These	facilities	are	aimed	at	
making	the	sounds	and	their	image	as	clear	as	possible.

The	main	difference	of	our	presentation	 is	 that	we	present	an	
overview	of	the	sound	file	(typically	in	5	min	blocks)	together	with	a	
close-up	of	the	currently	selected	region.	The	overview	can	be	used	
to	move	quickly	through	the	sound	file,	and	below	it	is	a	clickable	bar	
showing	a	colour-coded	indication	of	whether	or	not	there	are	rec-
ognized	sounds,	tentatively	recognized	sounds	or	unknown	sounds.	
This	enables	users	to	quickly	review	sounds	that	have	been	identi-
fied	either	automatically	or	by	other	users.

Bird	calls	can	be	annotated	by	clicking	or	dragging	on	the	spectro-
gram	to	highlight	the	sound;	the	boxes	can	be	moved	and	stretched	
after	creation.	Once	a	segment	is	made,	a	drop-down	menu	asks	for	
a	 label	 for	 the	 species,	 from	 a	 pre-defined	 (but	 customizable)	 list,	
which	dynamically	updates	to	keep	common	species	at	the	top.	The	
user	has	the	option	to	show	if	their	identification	is	tentative	rather	
than	certain.	By	default,	an	annotation	expects	a	single	species,	but	
there	is	a	facility	to	allow	multiple	species	where	it	is	too	difficult	to	
separate	out	the	calls,	for	example	in	the	dawn	chorus.

http://avianz.net
https://github.com/smarsland/AviaNZ
https://github.com/smarsland/AviaNZ
http://www.pyqtgraph.org/
http://www.pyqtgraph.org/
https://en.wikipedia.org/wiki/List_of_Bioacoustics_Software
https://en.wikipedia.org/wiki/List_of_Bioacoustics_Software
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There	are	two	options	to	listen	to	sounds.	One	is	standard	play-
back	of	either	the	visible	part	of	the	file,	or	a	pre-selected	region	of	
it,	while	the	second	is	a	bandpass-limited	version,	which	enables	the	
user	to	focus	on	a	particular	frequency	range,	and	potentially	avoid	
other	sounds,	such	as	cicadas	or	other	nearby	bird	sounds.	All	com-
ponents	of	automated	processing	(segmentation,	also	referred	to	as	
call	detection,	and	classification)	described	in	Section	33	can	also	be	
accessed	in	manual	mode.

2.2 | Outputs

The	internal	representation	of	bird	calls	that	have	been	identified	in	
AviANZ	 is	a	simple	human-readable	Python	 list.	As	such,	 these	are	
easily	transferred	between	users,	or	loaded	into	other	programs	as	
they	are.	However,	we	also	provide	the	outputs	of	the	program	for	
each	sound	file	processed	in	three	different	pages	of	a	spreadsheet,	
which	are	as	follows:

•	 start	and	end	times	of	every	bird	call	detected.
•	 presence/absence	in	each	recording	of	any	species	of	interest.
•	 presence/absence	of	each	species	of	interest	for	pre-defined	time	
intervals	(such	as	every	10	s	block,	or	every	minute).

These	were	 chosen	 to	 facilitate	 the	 standard	methods	 of	 statistical	
analysis	of	bird	abundance,	see	example,	(Buckland,	Marsden,	&	Green,	
2008).

We	have	observed	that	when	people	find	a	sound	that	they	are	
unsure	about,	they	like	to	extract	and	share	it	with	others,	as	both	an	
image	and	a	sound	file.	We	therefore	provide	facilities	to	easily	ex-
port	the	current	section	of	the	spectrogram	in	both	formats.	This	has	
the	added	the	benefit	of	enabling	the	easy	creation	of	a	‘cheat	sheet’	
of	examples	of	both	standard	calls	of	particular	species,	commonly	
confused	species,	and	interesting	variations,	as	can	be	seen	on	our	
website	and	also	through	the	program.

3  | BATCH PROCESSING

Although	 the	parts	 of	 the	program	 that	we	have	described	 so	 far	
have	focused	on	manual	input,	we	expect	that	the	most	common	use	
of	the	program	will	be	to	run	through	folders	full	of	field	recordings.	
This	process	consists	of	automated	detection	(this	Section)	and	sub-
sequent	manual	review	(Section	44).

AviANZ	makes	this	batch	processing	very	simple	through	an	in-
terface	that	allows	the	user	 to	choose	a	 folder	 (which	can	contain	
subfolders)	and	a	set	of	species	of	interest.	The	output	from	this	pro-
cess	is	in	two	parts:	the	AviANZ	internal	format	for	calls,	suitable	for	
further	processing	 (as	will	be	described	next)	and	the	spreadsheet	
outputs	for	statistical	analysis.

The	process	of	loading	long-time	field	recordings	and	analysing	
them	is	computationally	expensive.	However,	it	requires	no	interac-
tion	with	the	user,	and	can	be	easily	left	to	run.	It	can	also	be	trivially	

F I G U R E  1  The	interface	for	manual	bird	call	annotation	and	analysis.	The	top	spectrogram	shows	the	entire	sound	file,	with	the	area	in	
the	lower	spectrogram	highlighted.	The	coloured	bars	below	the	top	spectrogram	provide	information	about	how	certain	the	annotator	was	
about	segments	in	each	section	of	the	spectrogram,	and	also	provides	a	quick	way	to	move	through	the	file.	The	list	of	files	for	processing	
are	on	the	top	left,	and	some	of	the	controls	for	playing	the	sound	and	modifying	the	appearance	of	the	spectrogram	are	on	the	bottom	left.	
Labels	of	annotations	are	given	above	the	marked	call
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parallelized	(i.e.	without	any	additional	programming	effort,	since	the	
processes	are	independent)	through	the	use	of	multiple	processors.

3.1 | Automated call detection and recognition

The	 main	 feature	 that	 allows	 fast,	 accurate	 data	 analysis	 using	
AviANZ	 is	 the	 ability	 to	 train	 specialized	 filters	 to	 recognize	 indi-
vidual	 species.	At	 the	 current	 time,	 these	 filters	 are	 based	on	 the	
wavelet	packet	decomposition	 (Priyadarshani	et	al.,	2016),	but	 the	
methods	are	extensible	and	other	options	(cross-correlation,	MFCC,	
fundamental	 frequency)	 are	 available.	We	 also	 have	 several	 other	
approaches	in	development,	based	on	a	variety	of	features	and	ma-
chine	 learning	 methods.	 The	 classification	 algorithms	 are	 trained	
using	human	annotation	of	the	presence	or	absence	of	calls.	We	are	
also	developing	a	variety	of	post-processing	filters	to	exclude	false	
positives	caused	by,	for	example,	environmental	noise.

We	have	chosen	to	use	filters	for	individual	species	for	several	
reasons.	First,	the	range	of	birds	that	are	present	in	any	given	place	
is	usually	relatively	limited	compared	to	the	worldwide	range	of	spe-
cies,	and	the	user	can	easily	specify	this	through	their	choice	of	fil-
ters.	Second,	it	increases	the	accuracy	of	identification	of	individual	
species	 that	 are	of	 conservation	 interest	 (and	while	 the	 statistical	
methods	 of	 abundance	 estimation	 can	 deal	 with	 false	 negatives,	
false	positives	are	problematic).	Third,	 it	enables	confounding	calls	
(which	are	identified	as	several	species	by	their	filters)	to	be	easily	
identified	and	processed	separately.	Fourth,	it	enables	users	to	spec-
ify	their	own	filters	for	their	own	particular	species	and	noise	levels,	
and	to	share	them	with	others.

3.2 | Filter training and downloading

Creating	a	 filter	 is	 a	 relatively	 simple	process.	The	user	 chooses	a	
number	of	files	and	manually	segments	the	calls	using	the	process	
described	in	Section	22.	The	trained	filters	tend	to	work	most	effec-
tively	if	the	calls	range	from	close	to	the	recorder	through	to	a	good	
distance	away,	and	if	the	recordings	have	different	levels	of	noise	in	
them.	Typically,	a	small	set	of	examples	of	each	type	of	call	(10–30)	
seems	to	be	sufficient.	The	software	then	uses	these	examples	to	
automatically	establish	the	various	expected	parameters	of	the	calls,	
and	to	train	the	filter,	and	the	user	evaluates	the	success	of	the	filter	
on	an	independent	test	set.

Given	our	emphasis	on	keeping	 the	human	 in	 the	 loop,	partic-
ularly	 to	avoid	false	positives	for	each	species,	we	have	chosen	to	
break	 the	 outputs	 of	 a	 filter	 into	 the	 following	 three	 categories:	
very	high	 likelihood	that	 this	call	 is	 from	a	particular	species,	very	
high	likelihood	that	this	call	is	not	from	that	species	and	inbetween.	
It	 is	particularly	 important	 that	 the	user	examines	 the	calls	 in	 this	
final	category.	We	use	a	range	of	thresholds	and	ways	of	combining	
the	outputs	of	filters	to	choose	which	category	each	call	 is	 in.	We	
are	also	fairly	conservative	at	the	moment,	with	the	software	con-
sidering	every	possible	call	in	order	to	avoid	false	negatives;	this	is	
particularly	 useful	when	 looking	 for	 the	presence/absence	of	 rare	
species.	Over	time,	it	is	our	expectation	that	the	number	of	calls	in	

this	middle	category	will	reduce,	as	automated	recognition	methods	
improve.	The	user	can	specify	their	own	tolerance	of	false	positives	
and	false	negatives	(Figure	2).

Some	additional	methods	have	been	implemented	already	in	the	
software	and	can	be	used	in	making	custom	filters:	an	FIR	filter,	me-
dian	clipping	of	the	spectrogram	(Lasseck,	2013)	and	energy-based	
methods	(Härmä,	2003),	together	with	an	increasingly	wide	variety	
of	features	based	on	amplitude,	energy,	frequency,	etc.;	see	the	proj-
ect	website	for	an	up-to-date	list.

As	 well	 as	 training	 their	 own	 filters,	 users	 can	 install	 ones	
shared	by	other	users.	 The	 filters	 are	 specified	 as	 json	 files	 in	 a	
standard	 format,	 and	 hence	 easily	 swapped	 between	 users;	 we	
plan	to	provide	a	facility	for	this	on	our	website	http://avianz.net	
in	the	near	future.

4  | MANUAL RE VIE W

We	provide	two	methods	by	which	the	human	user	can	quickly	and	
easily	review	the	annotations	provided	by	either	another	human,	or	
the	automatic	filters.	These	are	shown	in	Figures	3	and	4.

The	first	(Figure	3)	method	is	aimed	at	a	general	review	of	all	the	
sounds	identified	in	a	file	or	set	of	files.	Each	individual	call	is	shown,	
together	with	 the	 current	 label,	which	 can	 either	 be	 agreed	with,	
corrected	or	the	segment	deleted.	The	reviewer	can	listen	to	the	call,	
and	also	modify	the	brightness	and	contrast	of	the	spectrogram	as	
required.	While	the	principal	purpose	of	this	method	of	review	was	
to	let	the	user	check	the	automatic	processing,	it	can	also	be	used	to	
assign	labels	to	a	set	of	segments	after	automatic	detection	(but	not	
classification)	of	sounds	from	a	file.

F I G U R E  2  The	interface	through	which	the	user	chooses	
appropriate	parameters	for	filters,	by	clicking	on	the	graph.	The	
plot	shows	the	true	positive	rate	against	the	false	positive	rate	
(known	as	an	ROC	curve)	for	different	parameter	settings	of	the	
wavelet	algorithm.	Using	this	graph,	the	user	can	choose	a	trade-off	
between	parameters	for	their	application	without	having	to	know	
what	the	parameters	are

http://avianz.net
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The	second	way	in	which	we	enable	the	user	to	process	sounds	is	
aimed	far	more	at	the	rapid	correction	of	errors	by	the	trained	filters.	
As	can	be	seen	in	Figure	4,	the	user	is	shown	a	page	of	sounds	that	
were	identified	as	coming	from	a	particular	species,	and	can	click	on	
any	individual	one	that	is	incorrect.	This	inverts	the	colour	map	of	the	
spectrogram,	and	subsequently	deletes	it	from	the	annotations.	The	
user	can	also	listen	to	the	calls	should	they	wish.	The	aim	was	that	the	
user	can	quickly	and	easily	see	the	calls	that	the	software	has	identi-
fied	as	coming	from	a	particular	species,	and	verify	their	correctness.

Any	errors	that	were	identified	by	the	human	are	stored	and	can	
be	used	later	for	improving	the	filters.

5  | PR AC TIC AL DEMONSTR ATION

Audio	recordings	were	collected	from	seven	autonomous	recorders	
(Song	Meter	SM2,	Wildlife	Acoustics	Inc.,	USA)	during	the	night	of	
6	October	2018	from	22:00	to	04:00	in	Zealandia,	a	wildlife	sanctu-
ary	in	Wellington,	New	Zealand.	Recorders	were	attached	to	trees	
at	1.5	m	in	an	area	of	approximately	600	by	800	m.	Their	positions	
were	chosen	to	include	a	broad	range	of	ambient	noise	sources,	in-
cluding	a	stream,	a	windy	hilltop	and	a	wind	turbine.

Zealandia	houses	a	translocated	population	of	little	spotted	kiwi	
Apteryx owenii,	which	we	 chose	 as	 our	 species	 of	 interest.	 These	
birds	 are	nocturnal	 and	both	 sexes	 call	 intermittently	 throughout	
the	night;	see	(Digby,	Towsey,	Bell,	&	Teal,	2013)	for	further	infor-
mation.	 There	 are	 also	 other	 night	 callers,	 some	of	which	 can	 be	
confused	with	the	kiwi,	particularly	the	ruru	(a	native	owl	Ninox no-
vaeseelandiae).	We	demonstrate	AviANZ	using	different	workflows	
on	these	data.

In	the	manual	processing	pipeline,	observers	loaded	the	record-
ings	 into	AviANZ,	 visually	 inspected	 the	 spectrogram	 and	 marked	
each	 kiwi	 call,	 using	 audio	 playback	 as	 needed.	 In	 the	 automated	
pipeline,	the	software	was	trained	on	manually	annotated	data	using	
recordings	from	the	same	locations,	but	on	the	nights	of	September	
14th	 and	 September	 15th	 using	 the	method	 described	 in	 Section	
33.	 Separate	 filters	 were	 trained	 for	 the	 male	 and	 female	 calls.	
Parameters	were	selected	to	obtain	approximately	90%	sensitivity	
on	the	training	data.	Eight	5	min	files	were	used	to	train	the	female	
filter	 (a	 total	of	16	calls)	 and	31	 files	 for	 the	male	 (58	calls).	After	
processing,	the	output	of	the	filters	was	reviewed	using	the	methods	
described	in	Section	44.

We	treated	the	manual	annotations	as	the	ground	truth,	and	com-
pared	them	with	the	annotations	produced	by	the	automatic	pipe-
line	and	subsequent	human	review.	Annotations	from	each	method	
were	converted	to	the	presence/absence	of	a	call	in	1-s	blocks	(300	
in	a	5	min	file).	Thus,	given	a	manual	annotation	at	(2.5	s–5	s)	and	a	
machine	annotation	at	(4.1	s–6	s),	the	first	2	s	will	be	declared	true	
negative	(TN),	the	next	two	false	negative	(FN),	the	fifth	true	pos-
itive	(TP)	and	the	sixth	false	positive	(FP).	From	these	four	classes,	
other	concordance	measures	were	derived	following	standard	defi-
nitions:	sensitivity:	TP/(TP	+	FN),	specificity:	TN/(TN	+	FP),	accuracy:	
(TP	+	TN)/total.

In	 the	 manual	 processing,	 568	 annotations	 were	 made,	 com-
prising	 a	 total	 call	 duration	of	 145	min.	Annotation	 length	 ranged	
from	0.3	to	64	s;	excluding	annotations	<	5	s,	which	usually	indicate	
fragments	of	a	single	call,	445	calls	remained.	In	the	automated	pro-
cessing	of	 the	same	recordings,	our	software	 identified	1,046	min	
of	putative	calls,	663	male	and	383	female.	Subsequent	human	re-
view	 rejected	most	of	 these	 as	 false	positives,	 leaving	147	min	of	

F I G U R E  3  Example	of	outputs	for	
Human	Review	(All	segments).	A	kiwi	
call	is	presented,	together	with	the	
current	label.	The	user	can	agree	with	
this	classification,	correct	it,	or	remove	
the	segment	entirely.	Clicking	on	the	tick	
means	that	the	user	accepts	the	current	
label,	which	loads	the	next
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calls	as	the	final	result	from	this	pipeline	(111	male,	36	female),	 in-
cluding	some	missed	 in	manual	processing.	Comparing	 the	manual	
annotation	with	the	final	outputs	of	the	automated	processing,	we	
obtained:	TN:	92.8%,	FP:	0.75%,	FN:	2.04%,	TP:	4.37%,	sensitivity:	
68.2%,	precision:	85.4%,	specificity:	99.2%,	accuracy:	97.2%.

Manual	processing	took	319	min	to	process	the	42	hr	of	record-
ing	 (note	 that	 these	 are	 fairly	 sparse	 recordings,	 this	 time	 would	
grow	massively	 with	 recordings	 featuring	more	 calls),	 while	 auto-
matic	processing	(which	can	be	performed	offine)	took	119	min	on	
a	standard	desktop	machine,	and	manual	 review	took	132	min	 (so	
about	an	hour	less	in	elapsed	time).	Training	a	filter	(including	manual	
annotation	of	the	training	data,	and	testing	a	variety	of	parameter	
choices)	took	4–5	hr.	While	the	number	of	false	positives	is	a	con-
cern—and	we	are	currently	developing	the	methods	to	reduce	them	
without	negatively	affecting	the	detection	rate—the	processing	and	
review	still	takes	far	less	time,	and	we	believe	that	this	is	a	good	basis	
to	develop	from.

6  | DISCUSSION AND FUTURE PL ANS

AviANZ	 is	 intended	to	be	easy-to-use	software	that	provides	pre-
cisely	the	functionality	that	citizen	scientists,	wildlife	managers	and	
researchers	in	conservation	and	ecology	need	to	analyse	acoustic	
field	recordings	to	monitor	their	species	of	interest.	By	keeping	the	
human	in	the	loop,	we	expect	to	be	able	to	calibrate	the	outputs	of	
the	software	in	the	future	and	also	against	manual	data	previously	
collected,	and	by	designing	it	to	incorporate	new	and	improved	fil-
ters,	we	expect	the	software	to	be	reasonably	future-proofed.	We	
are	currently	developing	new	methods	for	creating	filters,	for	both	
species	 and	 individuals,	 and	on	 the	 use	 of	 statistical	 sampling	 of	
calls	to	estimate	abundance,	starting	from	protocols	for	the	use	of	
acoustic	recorders.

AviANZ	has	been	field-tested	by	a	variety	of	community	groups	
and	 conservationists,	 who	 have	 subsequently	 used	 it	 for	 tasks	 as	
diverse	as	detecting	the	presence	of	kiwi	Apteryx	spp	in	a	hitherto	
unknown	 area,	 call	 counts	 of	 a	 variety	 of	New	Zealand	 birds	 and	
comparison	of	human	and	manual	detection	of	calls.
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